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ABSTRACT

Arnold Engineering Development Center (AEDC) has
designed and built a high-speed data acquisition and
processing system for real-time online dynamic data
monitoring and analysis. The Computer Assisted Dynamic
Data Monitoring and Analysis System (CADDMAS) provides
24 channels at high frequency and another 24 channels
at low frequency for online real-time aeromechanical,
vibration, and performance analysis of advanced turbo-
engines and other systems. The system is primarily
built around two different parallel processors and
several PCs to demonstrate hardware independence and
architecture scalability. These processors provide the
computational power to display online and in real-time
what can take from days to weeks using existing offline
techniques. The CADDMAS provides online test direction
and immediate hardcopy plots for critical parameters,
all the while providing continuous health monitoring
through parameter limit checking. Special in-house
developed Front End Processors (FEP) sample the dynamic
signals, perform anti-aliasing, signal transfer func-
tion correction, and bandlimit filtering to improve the
accuracy of the time domain signal. A second in-house
developed Numeric Processing Element (NPE) performs the
FFT, threshold monitoring, and packetizes the data for
rapid asynchronous access by the parallel network.
Finally, the data are then formatted for display, hard-
copy plotting, and cross-channel processing within the
parallel network utilizing off-the-shelf hardware. The
parallel network is a heterogeneous message-passing
parallel pipeline configuration which permits easy
scaling of the system. Advanced parallel processing
scheduler/controller software has been adapted specifi-
cally for CADDMAS to allow quasi-dynamic instantiation
of a variety of simultaneous data processing tasks con-
current with display and alarm monitoring functions
without gapping the data. Although many applications of

CADDMAS exist, this paper describes the features of
CADDMAS, the development approach, and the application
of CADDMAS for turbine engine aeromechanical testing.

INTRODUCTION

During the development and operational lifespan of
a turbine engine design, numerous tests are performed
to ensure design integrity, operability, and perfor-
mance over time. Evaluations at AEDC forms a basis for
this testing. The engine is installed in a controlled
environment test cell to simulate a wide variety of
conditions. The conditions are adjusted to simulate the
entire operating envelope of the engine/airframe, to
qualify the engine, and to predict the operability
constraints of the engine for flight.

Turbine engine aeromechanical stress testing is a
critical phase in the testing process which attempts to
adequately define the critical operating characteri-
stics with respect to ensuring structural integrity
throughout the flight envelope. In this test mode, the
engine is instrumented with hundreds of sensors mea-
suring the stress at various locations of the fan,
compressor, turbine, and other internal and external
components. The stress sensors are mounted on the
blades and stators for direct measurement of dynamic
flexures. The signals are propagated out of the engine
into the data acquisistion system via sliprings and
telemetry. In addition to these signals, a wide variety
of external parameters such as airflow, temperature,
pressure, etc, are measured to define the environment
the engine is operating within.

Turbine engine testing generates massive volumes
of data at very high rates. A single engine may have
several hundred sensors, with high frequency band-
widths. Test periods last for several hours. The entire
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bulk of data generated is in the terabytes for a single
test.

Complete analysis of all acquired data has been
technically impossible in the past, due to the lack of
speed and capacity of standard computers. Historically,
only a small fraction of the data has been fully
processed by periodic sampling of the data stream. This
analysis was also performed offline, with delays of
days to weeks before results were available. This
latency prohibits the use of results to guide the
testing process.

Online processing of these signals is critical to
improving the testing process. The results from the on-
line computations should be available to enable mid-
test decisions, interactive test planning, and immedi-
ate hardcopy for further analysis during the test and
offline prior to the next test. Furthermore, online
examination of information can assist in catastrophe
avoidance by enabling the detection of pathological
engine conditions.

Performing these computations and displaying the
results in an interactive format requires an extremely
high processing rate. Typical algorithms include fre-
quency transformation, peak detection and validation,
and cross correlation. For the analysis of 24 channels
of stress data acquired at high frequency, a conserva-
tive estimate for the computational load is approxi-
mately 240 MFLOPS sustained. To process the hundreds of
channels available in a typical test, an aggregate sus-
tained computation rate in the GFLOPS range is necess-
ary to meet the requirements. Note that these are sus-
tained computational rates, not to be confused with
peak MFLOPS advertised by computer manufacturers. The
situation is further exacerbated by the requirement to
acquire the volumes of data into the computer and to
plot the results quickly. The aggregate data input is
in the tens of MWords per second. Compounding these
computational requirements is the real-time requirement
that the system must keep up with the data stream and
display results while interaction by the analyst can
result in continuous changes to the signal flow graph
on-line.

Typical supercomputers advertise processing speeds
in these ranges. Some support data acquisition systems
capable of meeting very high bandwidth requirements.
The problem with applying standard supercomputers to
this type of task is that both of these facilities are
typically not available concurrently. The computer must
simultaneously acquire and process the data. Super-
computers also tend to be expensive, both in the ini-
tial outlay and to maintain, especially with high-band-
width acquisition systems. The real-time nature is fur-
ther complicated by the batch-oriented operating sys-
tems typically found on supercomputers.

This paper will describe the CADDMAS design
approach, highlight the problems encountered, and
discuss their subsequent solution as CADDMAS grew from
a simple project of evaluating some high-risk concepts
to a full developmental effort for a state-of-the-art
parallel data acquisition and processing system. CADDMAS
approached the problem of such demanding computational
loads by reviewing the requirements and zeroing in on a
parallel architecture which was flexible, yet cost-
ef f ect i ve . 	 (han-n

sistency and in light of available technology to meet
the needs. Periodic review of system requirements
throughout development have brought changes to meet the
shifting priorities of intended users. As a result of
these considerations, CADDMAS is being designed for the
following requirements:

• 144 Channels at High Bandwidth
• 72 Channels at Low Bandwidth
• Real-Time Online Interactive Graphical Display
of Engineering Unit Data

• Gapless Spectral Processing in Real Time
• Programmable Warning and Alarm Threshold Limit
Monitoring on Each Channel

• Online Vibration Health Monitoring
• Hard Copy Output Concurrent with Gapless Acquisi-
tion

• Any 12 Cross-Correlations amongt a 24-Channel
Block

• 20-Minute Circular File Storage for Off-Data-
Point Event Capture

• Workstation/Secondary Parallel Network Interface
for Online Modeling

• Massive (up to 10 GB) Storage for Critical
Processed Data

• Dynamic Architectural Modification and Resource
Allocation for Unique Applications

The majority of algorithms required for turbine
engine testing are applied independently on each channel.
The high computational requirements and natural
parallelism on a per-channel basis make parallel pro-
cessing a cost-effective hardware approach. The data
streams are physically separate channels, so a parallel
I/O system is also applicable. Of the possible parallel
architectures available, a parallel-pipelined architec-
ture with a heterogeneous mix of processors and dis-
tributed memory was chosen as shown in Fig. 1.

Distributed memory gives greater expandability
with lower cost and higher speed than shared memory.
The heterogeneous mix of processors allowed the opti-
mization of processor/task match to lower cost, mini-
mize duplication, and therefore optimize performance
for the available hardware. A reconfigurable message
passing network was selected to provide for adapti-
bility to changing requirements and to minimize main-
tenance/set-up costs.

The design approach for CADDMAS was to develop
hardware and parallel processing concepts incrementally
and independently for the eventual system integration,
and to scale up to a miniature version to evaluate the
prototype in actual online testing. This approach per-
mitted evaluation of various parallelizations of the
tasks, a degree of concurrent engineering, and user feedback
during actual testing to ensure that user needs and
operational requirements were being met. At each major
step, the approach was critically reviewed and the sys-
tem was incrementally updated based upon the oper-
ability, user feedback, and available technology. The
final configuration which will provide the basic
building block of CADDMAS is described in the next sec-
tion.

Filter-n 	 EU-n 	 FFT-n 	 Proc-m-n 	 Display-n

DESIGN REQUIREMENTS AND APPROACH

The requirements for CADOMAS were determined
through surveys of American engine manufacturers
and the U.S. Air Force Engine System Program Office
(SPO). These data were summarized at AEDC, combined
with our own requirements, and reviewed forcon-

Chan-2 	 Filter-2 	 EU-2 	 FFT-2 	 Proc-m-2 Display-2

Chan-1 	 Filter-1 	 EU 1 	 FFT-1 	 Pror-m-1 Display-1

Chon-0 	 Filter-0	 EU-0	 FF1-0 	 Pror-m-0 Display-0

Figure 1. Parallel—pipelined block diagram.
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HARDWARE

The CADDMAS system is a heterogeneous, massively
parallel system designed for parallel instrumentation
applications. The 24-channel low frequency module re-
lies on the Inmos T800-Series Transputer for the basic
Parallel Processing Nodes (PPN) of the architecture,
while the 24 channel high frequency module utilizes the
new TI TMS320C40 Parallel Digital Signal Processor
(DSP). A PPN is used in conjunction with each of the
processing nodes except the FEP, which has a PPN-
compatible link. The PPN provides the general message
passing and control fabric of the system. The basic
PPNs are augmented with coprocessors as necessary to
get the necessary computational characteristics. The
basic nodes (see Fig. 2) are as follows:

Print

Analog o— FEP NPE DBE GPE Display

Figure 2. CADDMAS block diagram per channel.

• Front End Processor (FEP) consists of two
discrete printed circuit boards (PCBs). The first is
the Analog-to-Digital Processor (ADP) which utilizes an
Intel AD942 analog/digital converter on a power-
isolated backplane to digitize the data after they pass
through a six-pole Bessel anti-aliasing filter. The
data are digitized at 20 times per cycle to obtain the
peak to within 2 percent. The second is the Digital
Filtering Element (DFE) which utilizes two Motorola
OSP56002 DSPs to detect peaks, bandlimit filtering,
correct for the analog anti-aliasing filter rolloff and
other sensor transfer function discrepancies, and
downsample the digital data to 2.56 samples per cycle
to meet the Nyquist requirements for a flat 400-line
spectrum with maximum frequency resolution.

• The Numeric Processing Element (NPE) uses a DBE
coupled with a Zoran ZR34325 floating point Vector
Signal Processor (Low Frequency subsystem) or multiple
TI TMS320C31 floating point DSPs (High Frequency
subsystem) to supply the bulk of the floating point
computational horsepower for engineering unit (EU) con-
version, spectral analysis via the FFT, cross-correla-
tions, plot group data assembly and formating, etc.

• The Data Base Element (DBE) uses either an INMOS
T800 Transputer PPN (Low Frequency subsystem) or a TI
TMS320C40 Parallel Digital Signal Processor PPN (DSP,
High Frequency subsystem), both floating point pro-
cessors, and 1 to 4 MBytes of dynamic RAM for general purpose
data manipulation tasks such as data accumulation and
plotter display list generation.

• The Graphics Processing Element (GPE) consists
of a IBM386-compatible personal computer with an accele-
rated graphics card. The PC also provides interfaces for
mouse and keyboard input and limited digital storage.
The GPE is again interfaced to the parallel network via
a PPN on a PC-compatible interface card.

The 24-channel modules of the CADDMAS prototype
require a mix of approximately 120 of these processors
for online test data processing. Figure 3 shows a
typical full-scale system.

SOFTWARE

While the hardware is available (most of the com-
ponents are available commercially) and the technology
allows easy configurations of arbitrary topologies, the
software technology is not as simple. The software is
complicated by several factors:

• Distributed Control: Instead of having one thread of
control executing in the system, the software may have
as many threads as there are processors. The problem
lies in getting all of these threads to cooperate and
accomplish a single task.

• Communication: As the computational data depen-
dencies are divided across processors, there must be a
method for transmitting intermediate results from one
place to another.

• Real -Time: The data is coming into the system at
a constant rate. The system must respond to all of the
data at this rate, or data will be lost.

• Dynamically Changing Requirements: The pro-
cessing requested from the system is constantly
changing. Each test point has a different mix of re-
quired output processing.

• Modularity: Systems of various sizes and pro-
cessing capacity are required. The components (hardware
and software) must be designed to allow modules to be
plugged together quickly and easily to form arbitrary
systems. .

These problems must be solved in a way that will
not make the system implementation cost-prohibitive.
For example, if standard software engineering techni-
ques were used, the problem would be broken into
manageable segments and partitioned out over the hard-
ware architecture. Interfaces would be defined between
each of these modules and communication protocols would
be constructed. At that point, the coding of components
and communications routines could commence. The major
problems, however, would occur when system integration
begins. At that point, any overlooked factors would
become apparent. Interfaces would change, possibly
causing changes to ripple throughout the entire system.
These changes would continue to ripple throughout the
system when the actual performance was measured, and
when requirements varied slightly. This would be an
extremely painful and costly method to attempt the
development of such a system. It is doubtful that such
a development effort would be successful.

Vanderbilt researchers have been working with AEDC
for the past five years to develop tools and techniques
to manage the software complexity of this large,
parallel, real-time instrumentation system. In order to
address the problems associated with the development of
CADDMAS, model-based techniques have been coupled with
a real-time macro-dataflow execution environment. The
principal technique is to automatically generate a
macro-dataflow computation structure from a declarative
model describing the desired system. This new techni-
que, introduced by the Measurement and Computing Sys-
tems Group of Vanderbilt University under the direction
of Dr. Janos Sztipanovits, is well suited to a large
class of signal processing, instrumentation, and control
problems. The primary tools and techniques used here
are part of the Multigraph Programming Environment.

Using the model-based approach provides several
attractive features:

• Program Synthesis techniques allow the system
complexity to be managed in the model-based format. A
simple example of this is a signal processing system.
In this case, a pictorial model, which looks like the
signal flow diagram, is constucted. When the system is
ready for execution, that model is analyzed and the
corresponding real-time dataflow graph is constructed
and started on the execution platform. The algorithm is
specified at the highest level. Implementation-specific
details are handled by the builder. Changes in the
underlying hardware architecture or operating systems
have no effect on the models. The models are portable
across many platforms.

• Builder/Execution Decoupling: The builder is
only loosely coupled to the execution system. None of
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Figure 3. Full-scale CADDMAS architecture.
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the signal-flow algorithms interact with the builder;
therefore, the builder is not a bottleneck during exe-
cution.

• Scheduling, Synchronization, and Communication
are implicit in the modeling paradigm. The system is
synthesized from a library of executable subroutines
written in sequential languages.

• Dynamic Reconfiguration during execution of a
dataflow graph is supported. One scenario is that condi-
tions in the currently executing system reach a point
where they require a structural adaptation of the sys-
tem. These conditions re-trigger the program synthesis.
The builder reconstructs the system to better match the
new conditions. Since the executing graph is real-time
and continuous, it cannot be stopped, so these recon-
figurations occur on the fly.

The Model-Based Approach to Instrumentation
Development of real-time instrumentation systems re-

quires the crossover of two distinct fields of enginee-
ring: signal processing and computer engineering. The
signal processing issues are mainly high-level, algorithm-
dependent issues while the computational complexity of the
real-time events and parallel processing synchronization
causes numerous low-level, computer engineering issues to
emerge. By combining numeric and symbolic processing the
crossover of the two disciplines is greatly eased
(Sztipanovits, 1987). The Multigraph Architecture provides
a general framework aiding the construction of model-
based engineering systems for real-time, parallel computing
environments (Biegl, 1988). The main components of the
architecture are shown in Fig. 4 and described above:

SYMBOLIC
DECLARATIONS

MODEL-BASED
BUILDER

LIBRARY
OF	 EXECUTION

OPERATIONS 	 ENVIRONMENT

HARDWARE/
COMM SYSTEM

Figure 4. Multigraph® block diagram.

• The Symbolic Model Declarations contain modeling
information encoded in a problem specific declarative
language. For signal processing systems, these declara-
tions are typically of a form that describes the signal
flow graph topology as well as specific parameters of
the processing blocks in the diagram. On multiprocessor
systems, models of the available hardware resources are
also included.

• The Model Builder interprets the symbolic model
declarations. It creates, initializes, and connects the
computation nodes of a macro-dataflow graph. This exe-
cutable dataflow graph is built as specified by the
Symbolic Model. In multiprocessor systems, an arc of a
graph that crosses processor boundaries automatically
sets up inter-processor communication.

• The Library of Operations contains basic sequen-
tial programs to be assigned as the computation scripts
of the specific nodes of the dataflow graph. For signal

processing applications, these are typically numeric
routines implementing basic computations (e.g., an FFT
or filter). These components are usually implemented in
standard high-level numeric languages such as C or
FORTRAN.

• The Execution Environment (also called the
MultiGraph Kernel (MGK) provides facilities allowing
the model builder to dynamically configure the macro-
dataflow graph. The kernel also provides a scheduler
that controls the graph's execution. The kernels
present themselves to the model builder as a single
virtual machine even when a set of heterogeneous
distributed processing elements are used.

• The Hardware and Communication Systems provide
resources to the execution environment needed to run
the application as well as a communication path between
processors. The Multigraph kernel insulates the user
from this level. Except for the initial port of the
Multigraph kernel to the compute platform, this insula-
tion also provides for hardware independence and scal-
ability.

The macro-dataflow environment supported by the
Multigraph kernel has several unique extensions:

• Actornodes are the computational operators of
the dataflow graph. An actornode has a state associated
with the kernel scheduler. It may be inactive, active,
ready, or running. An inactive actor will never be
chosen for execution by the scheduler. An active actor
may be chosen but does not have the proper input
control tokens to warrant execution at the preset time.
A ready actor is waiting in a queue for the processing
resources to become available for it to be executed. A
running actor is currently being executed. Functions to
create, destroy, connect input and output ports to
datanodes, disconnect from datanodes, activate, deacti-
vate, stop, check the status of, replace, or set the
context of, set the script of actornodes are all pro-
vided for the symbolic interface. An actornode itself
is made up from several components:

1. The script is a piece of code which performs
the required operation on data items propagated to the
node. It may be coded in almost any symbolic or numeric
language. The script is written in a reentrant fashion
so that it can be attached to more than one actor
simultaneously. Special Multigraph kernel calls are
available to a script programmer for receiving the
input control tokens and propagating the resulting
token(s). Special memory management routines are also
provided by the kernel for increased performance.
Further kernel calls are available for error handling
within the kernel.

2. The context is a static local memory section
for a particular actor. It provides two basic services
for the actornode. First, it allows the script to have
a place to save its state. Thus, the actornode's
functionality may be changed due to previous values
received as input control tokens. Second, it provides
an interface to the symbolic builder and control
functions so parameters may be set during the build
operation that will affect the operation of the script
during execution. For example, a particular signal
processing control graph may have an actornode that
receives an input vector of time domain data samples,
performs a fast fourier transform, and then propagates
the result. One implementation of such an actor might
be to provide the radix and input data packet size
information at build time to the actor through its
context. In this case, the context provides a simple
interface for the model builder layer to modify the
actor's behavior.

3. The number of input and output ports are
assigned to an actor when it is created. The ports
themselves are the location passed to the kernel
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routine when an input is to be received or an output is
to be propagated. For example, a cross-correlation
actor may receive two blocks of time domain samples,
one from each of the data streams to be correlated.
Stream one is connected to one input port and stream
two to the other. The result is propagated out the
output port. Thus, this actor has two input ports and
one output port. An actor with no input ports is always
ready for execution.

4. The control principle determines what criteria
will be used by the kernel scheduler to decide when an
actor's script should be executed. There are currently
two choices for this, ifall and ifany. Under ifall
criteria, the actor will only be scheduled for execu-
tion after all input ports have data available. The
ifany criteria causes the actor's script to be sche-
duled any time one or more data items are available for
input.

• Real-time actornodes are a special variation of
actornode. They have two scripts. The first script is
executed under the same criteria as a normal actor.
Before completing, this first script should make a
special kernel call to inform the kernel that the actor
is waiting for a particular event to occur (such as an
I/O channel communication to complete). The actor will
be executed only after the event specified has
occurred, and then the second script will be used
rather than the first.

• Datanodes provide a queuing and connection
function between actornodes. In order to allow certain
portions of the graph to have a higher priority than
others, the large-grain dataflow system implemented by
the Multigraph kernel is asynchronous. The asynchronous
nature of the graph forces the kernel to provide
dynamic scheduling functions. A way to queue input
tokens between actornodes must also be provided. This
queuing function is provided by passive kernel
components called datanodes. Any number of actor output
ports may be connected to a datanode, and a datanode
may be connected to any number of actor input ports.
Datanodes may be enabled or disabled. Unless enabled, a
datanode will not allow data to be propagated through
it to an actor's input port. Datanodes have been
purposely left as a separate component from actors
rather than providing the queuing function by way of an
actor's input ports. Datanodes provide a simple inter-
face for the symbolic layer to control, build, and
monitor an executing graph. Functions to create, des-
troy, connect to actor input and output ports,
disconnect from actors, clear, read, write, enable, dis-
able, check length, set length, and check connections
of datanodes are all provided for the symbolic inter-
face.

• Environments are used to protect system re-
sources and provide a priority mechanism for sections
of the dataflow graph. All actors are assigned to an
environment, and each environment is given a numeric
priority. The kernel scheduler always prefers actors
connected to environments of a higher priority.
Environments of the same priority are serviced in a
round-robin fashion. Only one actor per environment
will be executed at any one time. Thus, if two actors
need to share a global resource, placing them in the
same environment ensures mutual exclusion. Functions to
create, destroy, attach to tasks, and set priority of
environments are provided for the symbolic interface.

• Tasks provide a generic interface to the basic
computational resources of the underlying machine. In a
multitasking environment they are simply the different
processing threads available to the Multigraph kernel.
In a multiprocessor system they are the individual
processors themselves. Environments are attached to
tasks. The task and environment concepts allow the

actual implementation of the underlying system to be
hidden from the user. Thus, the exact same model-based
graph building techniques may be used regardless of the
underlying hardware architecture. Functions to create
and destroy tasks are provided for the symbolic
interface.

In summary, the Multigraph kernel provides an
interface to build, modify, monitor, and control an
asynchronous macro-dataflow graph. The graph may be
partitioned by the concept of environments and tasks.
The actual dataflow graph looks slightly different from
that of a classic dataflow graph due to the intro-
duction of the passive nodes providing queuing func-
tions, i.e., the datanodes. The computation nodes are
called actornodes. They have input ports, output ports,
a context, a script, and a status. The use of distinct
actornodes and datanodes provides the capability for
the symbolic system to build, control, and monitor the
dataflow graph.

Signal Flow Graph Modeling
To assist the creation and management of a

particular dataflow graph, various tools and languages
ranging from basic textual input to a graphical editing
environment have been developed(Karsai, 1987; Karsai,
1988; Vanderbilt University, 1988).

The Multigraph tools HDL and GMB are frequently
used to model signal processing systems. HDL stands for
Hierarchical Design Language and GMB stands for
Graphical Model Builder. The purpose of the language is
to represent signal processing systems in a non-
algorithmic manner. Rather, the system is described in
terms of its structure. As such, HDL is classified as a
declarative language. Block diagrams are often used to
represent the signal flow among various modules of a
complex signal processing system.

The HDL declarations allow a simple means of
describing these blocks and their interconnections. HDL
also adds an extension to this approach through the
concept of hierarchical decomposition. Any one block of
the modeled signal flow diagram may itself be repre-
sented by a set of blocks (a subcomponent, a smaller
signal-flow diagram). These hierarchies may proceed to
arbitrary levels of abstraction. Complex blocks, made
from one or more other blocks, are called compounds.
Nondecomposable blocks are called primitives. The
actions to be carried out by primitives are implemented
with Multigraph actornodes. Each primitive has local
parameters that have been inherited/derived through the
hierarchy. After design of the top-level signal flow
graph of the hierarchy is complete, an interpreter (the
Model Builder) converts it first to the primitive
components of the hierarchy and then maps the result
into the parallel execution environment provided by the
Multigraph kernel. Each of the nodes of the resulting
dataflow graph has a local state derived from the
parameters inherited through the hierarchy (the actor's
context). Node neighbors are known only through the
input and output connection arcs. The resulting execu-
tion-ready program is inherently parallel as a result
of the declared signal flow graph being parallel. In
addition, it has been automatically generated from the
high level declarations of the signal processing system
and may now be scheduled by the underlying environment.
Thus, the computer engineering issues around synchro-
nization have been removed.

GMB is a generic iconic editor program. It runs
under X-Windows and on PC platforms. GMB has been
tailored in correspondence with the HDL language.
Through this interface, the user may build the
declarations of his desired signal flow block diagram
in an entirely graphical manner. Figures 5 and 6 show
screen dumps from the GMB environment.

6
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Figure 5. The top level CADDMAS signal flow gruph.
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Figure 6. The CAODMAS multiplexor signal flow graph.
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Hardware Architecture Modeling
To assist the creation and management of a

parallel architecture suitable for a particular
application system, the Automatic Parallel Network
Analyzer (APNA) tool has been developed. The basic
computational blocks of parallel instrumentation
systems often allow processor interconnections that are
not fixed. For example, transputer architectures with
DSP coprocessors fit signal processing applications
especially well since the hardware connection
architecture can be configured to match the structure
of the signal flow graph.

As computational requirements increase, so does
the need for more processors. When an architecture con-
tains more than a couple of processors, managing hard-
ware complexity becomes a serious problem. Testing to
see if the network of processors has been inter-
connected correctly, searching for hardware errors,
generating network information for an application
loader, or creating map files for a message passing
system by hand is time-consuming for tens of pro-
cessors, and impossible for hundreds.

Modeling the hardware architecture helps manage
this complexity. Our approach again uses the generic
graphical model builder, GMB. Models of parallel
hardware architectures can easily be expressed in
graphical terms (i.e., by icons and their inter-
connections). Hierarchy-based modeling is used to
manage complexity. The lowest hierarchy levels model
the basic processors while the highest level con-
stitutes the complete system. Intermediate levels model
boards and subsystems. A number of attributes are
attached to the processors (e.g., speed or memory size)
in order to capture additional aspects of the system.

The declarative description of the hardware
architecture is used to automatically produce load
files and maps required by different software com-
ponents of the system. The APNA tool loads the inter-
preted models and draws the network in a graphical
window. It can load files of a number of different
formats, compare networks and display their differ-
ences, generate files for hardware diagnostic programs
and a network loader, and display the attributes of the
processors. It can selectively generate message passing
maps, handling multiple paths between processors while
optimizing the maps for minimum memory usage. Figures 7
and 8 show screen dumps from the GMB used to model
hardware architecture and the APNA tool.

User Interface
Another program, the User Interface(UI), performs

two critical functions in the CADDMAS system. The
graphical user interface allows the user to configure
various visualization screens interactively. The user
can select the number of visible windows on a screen,
the contents of each plot window, and the parameters of
each plot, such as titles, labels, axis ranges, and
plot type, and display window update rate. Stored
configurations automate the operation of the user
interface. The user can also print any window or all
windows on a screen. The UI is shown in Fig. 9.

The UI also manages the online reconfiguration of
the executing system. As the user requests plots, the com-
putational structures must be created from the system
models, and unused structures must be destroyed to keep
from saturating system memory and processing resources.
This instantiation and destruction of operating code is
imperative for a continuous monitoring system, and
separates the CADDMAS software from generic schedulers.

Graphical Model Builder

Language: apdIj.IDesign Database: L1nf51c1 assic3/usersi/ako 	 Icon Director : /nf9/classie3/useral/ako

ICIss:lHULTIPROCI ITpe1C0D1lASI Vie.: Hardaere File: 	 Caddaas24.apd1 	 Icon: CADDMAS.ic

Quit 0000Nas

Settings FEP Subsystem 8In

Project 00

Designs

Edit 	 I Al

Links
xve

G	 SPED

Tables NPE01
A2

Icon P

Draa
Pro

Q

Repeat
NPE

GPE16

Cancel NPE23

Help
A4
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Pri

NYE AS

NPE45

IRIS
PC	 U E

Figure 7. The top level CADDMAS hardware model set up in GMB.
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NIF file Host server
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APNA file 0 hwtest

Other
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write chk edit net

write apna edit map

Attributes of node #16
Links: 21:3 30:2 7:2 13:0
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Executables 	 mgserver.tld

Test program: 	 zerotld
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Storage:

Speed: 25 Memory: 1^
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The Automatic Parallel Network Analyzer	 v1.0 Copyright (c) 1992 Vanderbilt University 	 Done Abort

Figure 8. The APNA tool used to analyze the hardware model.

Figure 9a. User interface screen showing spectrum envelope being generated simultaneously
as a campbell diagram is being setup.
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Figure 9b. User interface screen for campbell setup.

FUTURE DEVELOPMENT
	

CONCLUSIONS

Conceptually, the architecture of CADDMAS is
modular with respect to software and hardware. This
allows simple extensions to be made to capitalize on
the computational potential assembled into CADDMAS. To
further aid development at AEDC, three distinct areas
will be investigated for possible inclusion into
CADDMAS' capabilities. The first area is that of online
blade mode visualization for aeromechanical analysis.
This will require that CADDMAS run a real-time finite-
element model which derives its inputs from strain-gage
sensors during testing, determines the full displace-
ment field, and then animates the changes in this dis-
placement field in near-real time. This capability will
significantly enhance the understanding of the blade
flexures during testing, especially for composite
blades which exhibit unpredictable flexure mode shapes.
The second area is that of online engine modeling for
operability analysis and test direction. The AEDC has
numerous turbine engine models which will be
parallelized for use online and in realtime. This
capability will enhance the efficient gathering of data
in the extremes of the operability envelope and will
provide online predictive capability to minimize
testing cost and risk to the test article. Finally, the
CADDMAS will be enhanced to provide a real-time image
processing capability for plume signatures. This will
require building a library of parallel image processing
algorithms that can be instantiated dynamically through
the interactive user interface as the user enhances the
image in realtime. This capability will significantly
speed the reduction of plume signature data at minimal
cost.

The CADDMAS has been demonstrated on actual engine
test programs and hasbeen widely received. The data
provided online have been a significant enhancement to
test direction, and have proven invaluable for
minimizing the risk to advanced state-of-the-art
turbine engines during testing. CADDMAS combines off-
the-shelf and custom hardware components into a
heterogeneous parallel architecture for real-time
dynamic data analysis. While substantial hardware
development was required to meet the needs, the most
significant development lies in the software to control
the CADDMAS processing under a variety of conditions
dynamically without rebuilding system as the data-
flowgraph changes. The model-based approach has proven
to be a very useful tool to help manage the complexity
of this large, parallel system. Scalability has been
demonstrated with the build-up miniature systems for
unique requirements and development, as well as scaling
up to larger and higher throughput systems as the
development of CADDMAS progressed. In addition, hard-
ware independence has been demonstrated by the use of
several different processors all working under Multi-
graph simultaneously and seamlessly.

Future software enhancements call for tools and
techniques to better map the signal flow graph to the
hardware, provide a dynamic load balance capability,
and automatically create and destroy major pieces of
the signal flow graph as required by user interface
changes. This addition will greatly help the need for
cross-correlation operations since prebuilding all possi-
ble cross correlations would require (N * (N-I)) connec-
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tions. In addition, this will also aid the interfacing 	 Biegl, C. "Design and Implementation of an Execution
of models concurrent with CADDMAS' normal data acquisi- 	 Environment for Knowledge-Based Systems." Ph.D. Thesis,
tion and processing, i.e., aeromechanical and perfor- 	 Dept. of Electrical Engineering, Vanderbilt University,
mance requirements running concurrently with their 	 Nashville, TN, Dec. 1988.
appropriate models.
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